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Abstract: Breast cancer is the most common invasive cancer in women and the second leading cause of cancer death in women 

after lung cancer. Early diagnosis of this type of cancer is critical for treatment and patient care. It has been shown that deep 

learning algorithms could identify metastases in SLN slides with 100% sensitivity, whereas 40% of the slides without metastases 

could be identified as such. In this study, we proposed an ensemble deep learning-based approach for automatic binary 
classification of breast histology images. The proposed ensemble model adapts two pre-trained CNNs, namely VGG16 and 

DenseNet121 and one custom CNN. The proposed method is validated on a slightly modified version of the PatchCamelyon 

(PCam) dataset.  The proposed method achieved an accuracy of 96.5% on a held-out test set, demonstrating the feasibility of this 

approach. 
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1. INTRODUCTION 

Full digitalization of the microscopic evaluation of 

stained tissue sections in histopathology has become feasible  

recently due to the advances in slide scanning technology 

and reduction in digital storage cost. The merits of digital 

pathology include remote diagnostics, immediate availability 

of archival cases, and easier consultations with expert 
pathologists.[1] Also, the possibility of computer-aided 

diagnostics may be useful.[2] 

Computerized analysis based on deep learning has 

shown potential benefits as a diagnostic strategy. Gulshan et 

al[3] and Esteva et al[4]  expounded the potential of deep 

learning for diabetic retinopathy screening and skin lesion 

classification, respectively. Analysis of pathology slides is 

also an important application of deep learning but demands 

evaluation for diagnostic performance. 

Kaggle has hosted a competition to challenge 

researchers to create an algorithm that identifies metastatic 
cancer in small image patches taken from larger digital 

pathology scans. The data for the competition is a slightly 

modified version of the PatchCamelyon (PCam) benchmark 

dataset (the original PCam dataset contains duplicate images 

due to its probabilistic sampling, however, the version 

presented on Kaggle does not contain duplicates). 

PCam is highly interesting for both its size, simplicity to 

get started on, and approachability. 

2. RELATED WORK 

Several promising studies have applied deep learning 

networks to histopathological images. Authors of the original 

Camelyon16 dataset paper[5] have shown that some deep 
learning algorithms achieved better diagnostic performance 

than a panel of 11 pathologists participating in a simulation 

exercise designed to mimic routine pathology workflow; 

algorithm performance was comparable with an expert 

pathologist interpreting slides without time constraints. 
 

Ensemble methods imitate human nature by seeking 

several opinions before making an important decision. The 

main idea of such methods is to weigh several individual 
models and combine them in order to improve predictive 

performance. The authors in [6] demonstrated that a simple 

ensemble outperforms the best stand-alone CNN in bio-

image classification task. 
 

A Survey on the transfer learning methods in the deep 

learning field that can be referred to [13,14] has shown that 

deep transfer learning is classified into four categories for 

the first time: instances-based deep transfer learning, 

mapping-based deep transfer learning, network-based deep 

transfer learning, and adversarial-based deep transfer 
learning. In most practical applications, the above multiple 

technologies are often used in combination to achieve better 

results. 

3. DATASET 

The dataset (A sample shown in figure 1), which was 
provided by Kaggle[8]. It is a slightly modified version of the 
PatchCamelyon (PCam) dataset and it consists of 220,000  
training images and 57,458 test images. All images are 96×96 
pixels in size.  

 

The challenge was to predict the labels for the test 
images. A positive label indicates that the center 32x32px 
region of a patch contains at least one pixel of tumor tissue. 
Tumor tissue in the outer region of the patch does not 
influence the label. This outer region is provided to enable 
fully-convolutional models that do not use zero-padding, to 
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ensure consistent behavior when applied to a whole-slide 
image. 

 

The original PCam dataset contains duplicate images due 
to its probabilistic sampling, however, the version presented 
on Kaggle does not contain duplicates. They have otherwise 
maintained the same data and splits as the PCam benchmark. 

 

Figure 1: dataset sample 

As shown in figure 2, Classes were almost perfectly 
balanced (40.5% of the images are positive and 59.5% are 
negative), so we can expect that simple binary cross-entropy 
will work. 

 

Figure2: Classes distribution 

4. DATA PRE-PROCESSING TECHNIQUES 

We’ve adopted different data preparation techniques such 

as normalize pixel values, data augmentation, and center 

pixel values strategies to optimize the training process. In the 

following, we briefly explain each one of them. 

 

4.1 NORMALIZE PIXEL VALUES 

For most image data, the pixel values are integers with 

values between 0 and 255. 

Neural networks process inputs using small weight values, 

and inputs with large integer values can disrupt or slow down 

the learning process. As such it is good practice to normalize 

the pixel values so that each pixel value has a value between 

0 and 1. 

It is valid for images to have pixel values in the range 0-1 

and images can be viewed normally. 

This can be achieved by dividing all pixels values by the 

largest pixel value; that is 255. This is performed across all 

channels, regardless of the actual range of pixel values that 

are present in the image. 

 

4.2 CENTER PIXEL VALUES 

Mean subtraction is the most common form of per-
processing. It involves subtracting the mean across every 

individual feature in the data and has the geometric 

interpretation of centering the cloud of data around the origin 

along every dimension (See figure 3).  

Centering requires that a mean pixel value be calculated 

prior to subtract it from the pixel values. There are multiple 

ways that the mean can be calculated; for example: 

 Per image. 

 Per mini-batch of images. 

 Per training dataset. 

The mean can be calculated for all pixels in the image, 
referred to as a global centering, or it can be calculated for 

each channel in the case of color images, referred to as local 

centering: 

 Global Centering: Calculating and subtracting the 

mean pixel value across color channels. 

 Local Centering: Calculating and subtracting the 

mean pixel value per color channel. 

We've adapted a local and per training dataset centering 

approach with the following means for each channel: 

(0.70267003, 0.54666328, 0.69681335). 

Figure 3: Common data preprocessing pipeline. 

4.3 DATA AUGMENTATION 

Due to the similarities in the dataset, we've applied a number 

of different data augmentation techniques on each image 

before feeding it to the network such as: image rotation, 

horizontal and vertical flips, and a combination of rotation 

and flip operations. 

 

5. METHODOLOGY 

In this section, we describe the proposed solution as 

selecting the network architecture, optimization approach, 
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discuss regularization techniques, evaluation methods, and 

implementation aspects. 

 

5.1 PROPOSED NETWORK ARCHITECTURE 

Three-path ensemble architecture is proposed (As shown in 

figure 4). Two well-known architectures pre-trained on 

ImageNet dataset, VGG19[7] and DenseNet121[9] are selected 
based on their (i) satisfying performances in different 

computer vision tasks (ii) feasibility of transfer learning for 

limited datasets. A third custom network with less trainable 

parameters was trained from scratch and added to the three-

path ensemble architecture, The custom architecture is 

shown in the following table: 

Layer Output shape 

BatchNormalization (96, 96, 3) 

Conv2D (94, 94, 32) 

Conv2D (92, 92, 32) 

MaxPooling2D (46, 46, 32) 

Conv2D (46, 46, 64) 

Conv2D (46, 46, 64) 

MaxPooling2D (23, 23, 64) 

Conv2D (23, 23, 128) 

Conv2D (23, 23, 128) 

Conv2D (23, 23, 128) 

MaxPooling2D (23, 23, 128) 

InceptionBlock (23, 23, 352) 

MaxPooling2D (11, 11, 352) 

InceptionBlock (11, 11, 896) 

MaxPooling2D (5, 5, 896) 

Flatten (22400) 

Dense (1) 

In practice, one reliable approach to improving the 

performance of Neural Networks by a few percent is to train 

multiple independent models and at test time average their 

predictions. As the number of models in the ensemble 

increases, the performance typically monotonically improves 

(though with diminishing returns). Moreover, the 

improvements are more dramatic with higher model variety 

in the ensemble. 

 

Ensembling relies on the assumption that different good 

models trained independently are likely to be good for 

different reasons: each model looks at slightly different 

aspects of the data to make its predictions, getting part of the 

“truth” but not all of it.  

Figure 4: Proposed architecture 

 

5.2 TRANSFER LEARNING 

In practice, very few people train an entire Convolutional 

Network from scratch (with random initialization), because 

it is relatively rare to have a dataset of sufficient size. 

Instead, it is common to pretrain a ConvNet on a very large 

dataset (e.g. ImageNet, which contains 1.2 million images 

with 1000 categories), and then use the ConvNet either as an 

initialization or a fixed feature extractor for the task of 

interest.  

Our strategy is to replace and retrain the classifier on top of 
the ConvNet on the new dataset and also fine-tune the 

weights of the pre-trained network by continuing the 

backpropagation. It is possible to fine-tune all the layers of 

the ConvNet, we chose to keep some of the earlier layers 

fixed (due to overfitting concerns) and only fine-tune some 

higher-level portion of the network. This is motivated by the 

observation that the earlier features of a ConvNet contain 

more generic features (e.g. edge detectors or color blob 

detectors) that should be useful to many tasks, but later 

layers of the ConvNet becomes progressively more specific 
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to the details of the classes contained in the original dataset. 

In case of ImageNet for example, which contains many dog 

breeds, a significant portion of the representational power of 

the ConvNet may be devoted to features that are specific to 
differentiating between dog breeds. 

 

5.3 EVALUATION CRITERIA 

The performance of the proposed classification model 

evaluated based on the area under the ROC curve (A) and 

accuracy (ACC). Given the number of true positives (TP), 

false positives (FP), true negatives (TN) and false negatives 

(FN), the measures are mathematically expressed as follows: 

 

 

 

 

 

 

 

5.4 LOSS FUNCTION 

Since we have two almost perfectly balanced classes and the 

area under the ROC curve to evaluate the model, we've used 

binary cross-entropy loss function to train our neural 

networks. 

The equation for binary cross-entropy loss is: 

 

 

Where 

 

5.5 ADAM OPTIMIZER 

For our optimizer, we chose Adam optimizer proposed by 

Kingma and Lei Ba in 2015 [10]. This optimizer is similar to 

vanilla stochastic gradient descent in that its a first-order, 

gradient-based algorithm used to optimize stochastic 

objective functions. It is a hybrid of the popular RMSProp 
and AdaGrad optimizers, and it has the attractive properties 

of both (it works well with sparse gradients and does not 

require a stationary objective function). Further, the 

optimizer has the convenient property of naturally reducing 

the step size as training proceeds. The algorithm works by 

keeping track of not only the weight vector but also biased 

estimates of the first and second moments and the time step. 

On each training example, the gradient is calculated and used 

to update the first and second moments. From these 

moments, an unbiased estimate of the first and second 

moments is calculated, and these are used along with the 

time step and the weight vector to make an update to the 

weight vector. The pseudo code for this update rule can be 

found in figure 5. 

 

Figure 5: Pseudocode for the Adam optimizer. Taken from Kingma and Lei 

Ba, 2015 

 

5.6 DROPOUT  

Dropout is an extremely effective, simple and recently 

introduced regularization technique by Srivastava et al. in 
Dropout: A Simple Way to Prevent Neural Networks from 

Overfitting[11,15,16]. While training, dropout is implemented 

by only keeping a neuron active with some probability p (a 

hyperparameter), or setting it to zero otherwise. 

During training, Dropout can be interpreted as sampling a 

Neural Network within the full Neural Network and only 

updating the parameters of the sampled network based on the 

input data. (However, the exponential number of possible 

sampled networks are not independent because they share 

the parameters.) During testing, there is no dropout applied, 

with the interpretation of evaluating an averaged prediction 

across the exponentially-sized ensemble of all sub-networks 
(see figure 6). 

 

Figure 6: Dropout Neural Net Model. Left: A standard neural net with 2 

hidden layers. Right: An example of a thinned net produced by applying 

dropout to the network on the left. Crossed units have been dropped. 
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6. EXPERIMENTS 

In this section, we discuss the various experiments that we've 

conducted and reporting their results. 

 

6.1 BASELINE MODEL SELECTION 

In order for us to find the best network architecture, we had 

to run distinct experiments with various setups, and after 
each experiment, we choose the setup that yields the best 

results. 

As a starting point to the path of finding the best models, we 

had to experiment with multiple baseline models and select 

models with the top results as a reference to further enhance 

them. 

As for the baseline models, we've chosen three very popular 

network architecture that extensively used on deep learning 

problems for computer vision, namely, VGG16, ResNet50, 

and Densenet121. Each model was pre-trained on the 

ImageNet dataset and the top classifier was removed and 
replaced with a densely connected layer of size 128 followed 

by a sigmoid output layer. All baseline models have been 

trained with the same hyperparameters as illustrated in the 

table below: 

 

Parameter Value 

Batch size 25 

Sample size 50000 

Validation ratio 0.2 

Epochs 40 

Initial learning rate 0.0001 

ReduceLROnPlateau factor 0.1 

ReduceLROnPlateau patience 5 

ReduceLROnPlateau min learning rate 1e-07 

 

In addition to that, we've fine-tuned the model by unfreezing 

and re-training the top layers in each one. 

As can be seen in figures 7 and 8, ResNet50 performance 

was the worst, so we chose both VGG16 and DenseNet121 

to be our baselines for our next experiments. 

 

Figure 7: Training results 

 

Figure 8: Validation results 

 

Furthermore, we've experimented with various structures for 

the top layers with different sizes and we've concluded that 
the best architecture is as illustrated in the following table: 

 

Layer Parameter 

GlobalAveragePooling2D - 

Dense  (Size = 128) 

Relu - 

Dropout  (Keep = 0.5) 

Dense  (Size = 1) 

Sigmoid - 

 

6.2 FINDING INITIAL LEARNING RATE 

The gradient tells us the direction in which the function has 

the steepest rate of increase, but it does not tell us how far 

along this direction we should step. Choosing the step size 

(also called the learning rate) is one of the most important 

Hyperparameter settings in training a neural network. In a 

blindfolded hill-descent analogy, we feel the hill below our 
feet sloping in some direction, but the step length we should 

take is uncertain. If we shuffle our feet carefully we can 

expect to make consistent but very small progress (this 

corresponds to having a small step size). Conversely, we can 

choose to make a large, confident step in an attempt to 

descend faster, but this may not pay off. Small steps are 

likely to lead to consistent but slow progress. Large steps can 

lead to better progress but are riskier. 

 

As for our strategy to find the best learning rate, We have 

preferred the random search to grid search in light of the 
work done by Bergstra and Bengio in Random Search for 

Hyper-Parameter Optimization[12]. Furthermore, we've 

chosen to search for the learning rate on the log scale. Our 

sampling of the learning rate looks as follows: learning_rate 
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= 10 ** uniform(-6, 0). That is, we are generating a random 

number from a uniform distribution, but then raising it to the 

power of 10. 

 
Ultimately, we've applied the strategy to find the best 

learning rate for each one of our models. As can be seen 

from figures 9-11, we've found that the best learning rate for 

each model is as follow: 

- DenseNet121: 0.001175 

- VGG16: 0.0003863 

- Custom CNN: 0.0004 

 

Figure 9: DenseNet121 loss progress over various Lrs 

Figure 9: VGG16 loss progress over various Lrs 

Figure 9: Custom CNN loss progress over various LRs 

 

6.3 TEST TIME AUGMENTATION (TTA) 

Data augmentation is a technique often used to improve 

performance and reduce generalization error when training 
neural network models for computer vision problems. 

 

Data augmentation is often performed with image data, 

where copies of images in the training dataset are created 

with some image manipulation techniques performed, such 

as zooms, flips, shifts, and more. 

 

The artificially expanded training dataset can result in a 

more skillful model, as often the performance of deep 

learning models continues to scale in concert with the size of 

the training dataset. In addition, the modified or augmented 
versions of the images in the training dataset assist the model 

in extracting and learning features in a way that is invariant 

to their position, lighting, and more. 

 

Test-time augmentation, or TTA for short, is an application 

of data augmentation to the test dataset. 

 

Specifically, it involves creating multiple augmented copies 

of each image in the test set, having the model make a 

prediction for each, then returning an ensemble of those 

predictions. 

 
Augmentations are chosen to give the model the best 

opportunity for correctly classifying a given image, and the 

number of copies of an image for which a model must make 

a prediction is often small, such as less than 10 or 20. 

 

We've experienced with a different number of image copies 

for TTA and we've concluded that 4 copies work the best for 

us. 

 

7. CONCLUSION 

 

We are so proud to provide a novel solution that helps 

packing the clinically-relevant task of metastasis detection 

into a straight-forward binary image classification task. With 

an accuracy of 96.5% on a held-out test set, we are 

demonstrating the feasibility of this solution. Our approach 

of using an ensemble of three different models outperformed 

any single classifier.; thus, the proposed solution can help to 

make metastasis detection cheaper, faster, and more reliable. 
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